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Introduction
The description of the Philips CE-2 experiment [N19216] included the sentence:
In this experiment, the use of stricter pruning criteria is explored with the purpose of avoiding rendering artifacts while accepting a higher active pixel count.
Having explored several stricter pruning criteria, we have realized that a bigger improvement is possible by changing the labeling of views as basic or additional (Figure 1). By including more basic views (when possible) fewer and smaller patches are needed, and the more video-like atlases compress better.
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[bookmark: _Ref39704111]Figure 1: Top-level diagram of the TMIV group-based encoder [N19213].
The provided view labeler determines the number of basic views and additional views based on some simple criteria. The proposal is to use this view labeler for the MIV anchor and MIV view anchor, changing only a small amount of settings between these anchors.
Description of the view labeling component
Introduction
The provided component is split in two parts: basic view allocation (§2.3), and view selection (§2.2). We have also introduced some small fixes to the encoder and packer (§2.4). The provided view labeling component introduces the parameters of Table 1. In addition, the existing encoder parameters of Table 2 are referenced by the component.
[bookmark: _Ref43286045]Table 1: Parameters introduced by the new view labeling component
	[bookmark: _Hlk43287422]Name
	Type
	Purpose
	§

	outputAdditionalViews
	flag
	Determine view selection mode
	2.2

	minNonCodedViews
	integer
	Avoid coding all source views
	2.3

	maxBasicViewFraction
	float
	Determine basic view count
	2.3


[bookmark: _Ref43286083]Table 2: Existing encoder parameters that are referenced by the new view labeling component
	Name
	Type
	Description
	§

	numGroups
	integer
	The number of groups of views.
	2.3

	maxLumaPictureSize
	integer
	Maximum number of samples per video frame.
	2.3

	maxAtlases
	integer
	Maximum number of atlases.
	2.3


[bookmark: _Ref43286367]View selection
The view labeler receives source view parameters for all source views (Figure 1) and based on that each source view is labeled with basic or additional (§2.3). There are two modes for view selection:
When outputAdditionalViews is true, all source views are output, and they are labeled as basic or additional views (Figure 2). The encoding result will be one or more atlases with complete views and patches taken from the additional views.
View labeler
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v2, additional
v3, basic
v4, additional
v5, additional
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[bookmark: _Ref43318428]Figure 2: View selection behavior of the view labeler when outputAdditionalViews is true
When outputAdditionalViews is false, only basic views are output (Figure 3). The encoding result will be one or more atlases with only complete views.
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[bookmark: _Ref43318502]Figure 3: View selection behavior of the view labeler when outputAdditionalViews is false
The outputAdditionalViews flag enables study of the benefit of supplementing complete views with patches.
[bookmark: _Ref43286375]Basic view allocation
The labeling of basic views consists of the following steps:
Determine the number of basic views (hence “allocation”),
Prepare cost calculation,
Select initial basic views,
Update the view labels.
Determine the number of basic views
In the data processing flow of the fifth test model [N19213], the atlas frame size calculation is performed after view labeling. In this contribution, part of that logic is repeated to estimate how many basic views there could be within pixel rate constraints (Figure 4):
1. The number of atlases (numAtlases) is assumed to be: .
The available samples (numSamples) over all basic views is: .
Source views are counted in order of decreasing sample count for as long as the total number of samples does not exceed numSamples and the number of samples per atlas does not exceed maxLumaPictureSize.
A
0
numSamples
B
C
D
E
maxLumaPictureSize
A
B
C
E
D

[bookmark: _Ref43319372]Figure 4: Determining the number of basic views, with left the numSamples constraint and right the maxLumaPictureSize constraint. In this diagram surface is an indication for sample count. Views A...E are sorted by descending sample count.
Assumptions are:
1. The number of basic views is constrained by the number of atlases (per group) and the luma picture size, but not by the sample rate.
Source views of unequal size can still be packed efficiently.
Finally, the minNonCodedViews parameter limits the number of basic views to ensure that some source views are either pruned or non-coded. We have introduced this parameter to preserve meaningful objective evaluation on source view positions.
Prepare cost calculation
The basic view allocation is based on the partitioning around medoids (PAM) algorithm (k-medoids[footnoteRef:1]) with basic views as k medoids among n source views but modified to use a repulsion/attraction cost function. [1:  https://en.wikipedia.org/wiki/K-medoids ] 

The cost function requires a distance metric on source views. While the current view labeling method in TMIV uses viewport overlap as a measure of source view similarity, we preferred to use something simpler to start with. We have noted that the position of each source view is enough to discriminate source views. The distance matrix is thus simply:

whereby  is the squared distance [m2] between the source view positions. 
The idea of the repulsion/attraction (Figure 5) is that the full configuration of source views is considered. The repulsion of medoids is always stronger than the attraction of medoids to source views: when there is only one medoid the cost is based only on attraction, and when there is multiple the cost is based only on repulsion. This avoids a parameter to balance the “forces”.

[bookmark: _Ref43320362]Figure 5: Repulsion of medoids v2 and v3 and v14 (left) and attraction of medoid v3 to non-medoids (right)
For medoids , the repulsion cost is:

For medoid c, the (negative) attraction cost is:

Select initial basic views
Some of the source view configurations (especially CG) exhibit symmetry, resulting in multiple solutions with equal cost. To avoid arbitrary selection (undefined behavior) or selection based on multiview calibration artefacts, pseudo-random initialization is avoided, and instead the initial medoid is selected as the source view that is closest to the following scene position (Figure 6):
1. Maximum x value over all source view positions (tangent x-plane)
Average y value over all source view positions
Average z value over all source view positions
The assumption is made that +x is the forward direction, which is the OMAF convention.
Subsequent medoids (if any) are selected one-by-one by adding the medoid that minimizes the repulsion cost.
x = xmax
y = yavg
target
initial
medoid
subsequent
medoid

[bookmark: _Ref43320644]Figure 6: Initial basic view selection
Update the view labels
At each iteration all possible swaps between a medoid (basic view) and non-medoid (additional view) is evaluated. The swap that achieves the largest cost reduction is executed. Iteration stops when cost reduction is no longer possible.
To avoid undefined behavior, it is better to stop when cost reduction would be below a threshold, e.g. 1 ppm. This has not been implemented and no such instability has been observed.
[bookmark: _Ref43286441]Encoder and packer fixes
Do not rotate basic views
The TMIV encoder has the non-intuitive habit of keeping the first basic view unrotated but rotating the second basic view by 90 degrees (Figure 7). This makes it more difficult to pack multiple basic views in a single atlas, while also determining an appropriate size for each atlas. In this contribution, we disallow rotation of basic views[footnoteRef:2]. This matches with the current behavior of the atlas frame size calculation which results in atlases that have a width that corresponds to the widest source view. [2:  Changes in Cluster.cpp/.h and MaxRectPiP.cpp/.h of the supplied branch] 


[bookmark: _Ref43292584]Figure 7: Rotation of basic views (yellow) makes it more difficult to pack them in atlases (blue), with the TMIV 5 behavior (left) and the proposed behavior (right).
Do not subdivide basic views
When a source view could not be packed completely, the TMIV packer chops up the basic views into patches. Because this proposal determines a reasonable amount of basic views, we have modified this behavior to issue an error[footnoteRef:3] if not all basic views could be packed without subdivision. [3:  line 219 of Packer.cpp in the supplied branch] 

[bookmark: _Ref43327909]Stable ordering of clustering
The TMIV packer sorts clusters by area but when basic views have equal area the order is undefined and depends on the standard library implementation of std::priority_queue. We have stabilized the order by comparing cluster ID’s when areas are equal[footnoteRef:4]. This change is a solution to the MIV view anchor cross checking problem [M54028v4§2.1]. [4:  line 138 of Packer.cpp in the supplied branch] 

Evaluation
The proposal is evaluated against the MIV anchor (‘rf’ and ‘ff’) and MIV view anchor (‘rf’). The configurations are based on the MIV anchor with the parameters of Table 3 set the same for all configurations. The only difference between the “proposal” and “view proposal” configurations are the parameters in Table 4. 
[bookmark: _Ref43322876]Table 3: Parameters of the proposal that are the same for all test conditions
	Name
	Value

	ViewOptimizerMethod
	“BasicViewAllocator”

	minNonCodedViews
	3

	numGroups
	1

	SourceCameraNames
	All source views


[bookmark: _Ref43322929]Table 4: Parameters of the proposal that differ between the MIV anchor and MIV view anchor
	Name
	Proposal
	View proposal

	outputAdditionalViews
	true
	false

	maxBasicViewFraction
	80%
	100%



In contrast to the anchors, there has been no per-sequence tuning of any parameter, and CTC constraints are satisfied for all conditions.
Results
Following the CTC, we provide the following results for the proposal whereby percentages are variations of the basic view fraction.

· Figure 8: Proposal (80%) vs. MIV anchor, ‘ff’
· Figure 9: Proposal (80%) vs. MIV anchor, ‘rf’
· Figure 10: Proposal (50%) vs. MIV anchor, ‘rf’
· Figure 11: View proposal (100%) vs. MIV view anchor, ‘rf’
· Figure 11: View proposal (80%) vs. MIV view anchor, ‘rf’ 

The 50% run is to understand the tradeoff between coding and synthesis errors, and the 80% shows the effect of outputAdditionalViews all else equal (see §4.2).
[image: ]
[bookmark: _Ref43795625]Figure 8: Proposal (max. 80% basic views) vs. MIV anchor, 97 frames. No overlap for some metrics in favor of the proposal.
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[bookmark: _Ref43325186]Figure 9: Proposal (max. 80% basic views) vs. MIV anchor, 17 frames. No overlap for some metrics in favor of the proposal.
[image: ]
[bookmark: _Ref43795949]Figure 10: Proposal (max. 50% basic views) vs. MIV anchor, 17 frames. No overlap for some metrics in favor of the proposal.
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[bookmark: _Ref43325803]Figure 11: View proposal (max. 100% basic views) vs. MIV view anchor, 17 frames
[image: ]
Figure 12: View proposal (max. 80% basic views) vs. MIV view anchor, 17 frames
Performance on additional views
This part of this contribution relates to sections 2.1.3 and 2.2 of proposal Comments on CTC [M54363]. 
The results of Figure 13 are obtained using a modified template that measures the BD-rate using the minimum quality over all source views. This will effectively measure the quality of the most difficult additional view given the choice of basic views. The BD-rate for all mandatory content is calculated by taking the geometric mean of the bitrate of each sequence, and the average of that minimum quality over all sequences. BD-rates that could not be calculated are indicated by “---” for clarity. The sequences with the largest WS-PSNR BD-rate difference are plotted in Figure 14.
We observe that on average performance for mandatory content increases, but the choice of basic views for TechnicolorPainter is sub-optimal and could be improved with further study.
[image: ]MODIFIED TEMPLATE!

[bookmark: _Ref43801455]Figure 13: Proposal (max. 80% basic views) vs. MIV anchor, 97 frames. Modified BD-rate calculation using the minimum quality over all source views, and aggregation of BD-rate is by taking the geometric mean of bitrates, and the average of that minimum quality over all source views. This result shows that 
[image: ][image: ] [image: ] [image: ]
[bookmark: _Ref43801986]Figure 14: Minimum of the WS-PSNR over all source views for a given total bitrate. The vertical axis is [26, 34] dB for all four plots.
[bookmark: _Ref43805870]Toggling outputBasicViews
In Figure 15, Figure 17 and Figure 18, the proposal has been set out against the view proposal, both with max. 80% basic views. The only difference in TMIV encoder configuration is the outputBasicViews flag.
This comparison exposes that there is a clear benefit for CG (ERP and Perspective) to have additional views, but not for NC. On average there is a benefit. We recommend further study. 
[image: ]
[bookmark: _Ref43806298]Figure 15: Proposal (max. 80% basic views) with View proposal (max. 80% basic views) as reference
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Figure 16: View proposal vs. proposal, CG, both max. 80% basic views: the only difference is having additional views or not
[image: ] [image: ]
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[bookmark: _Ref43806308]Figure 17: View proposal vs. proposal, NC, both max. 80% basic views: the only difference is having additional views or not
Discussion
Performance of the proposal
We have measured performance according to the CTC indicating a strong gain for the proposal. Because we expect a bias due to the increased number of basic views, we have measured performance in a different way, and even then, we observe a performance increase on average.
The choice of basic views for TechnicolorPainter could be improved, for instance by combining attraction and repulsion. This is future work.

We expected the performance of SA and SC to be exactly equal. Maybe the stable ordering of clusters (§2.4.3) has caused this difference or otherwise there may be a difference between TMIV 5.0 and 5.1 on which the proposal is based?
Performance of the view proposal
· Performance for NC increases due to bitrate decrease (SJ, SD) or quality increase (SL, SE). 
· Performance for CG degrades, but:
· Bitrates are brought back to a more sensible regime for SA and SB. The crossover point for SA is above 30 Mbps, SB is above 15 Mbps (Figure 18). 
· Pixel rates of the MIV anchor exceeded the target by 328%, 88% and 135% for SA, SB and SC respectively. The proposal is at 63% of the target just like the MIV anchor.
[image: ] [image: ]
[bookmark: _Ref43327180]Figure 18: View proposal vs. MIV view anchor, 17 frames, SA and SB
Per-sequence tuning and constraints
In contrast to the anchors, there has been no per-sequence tuning of any parameter, and CTC constraints are satisfied for all conditions. This enables a fair comparison of new proposals and enables the MIV group to demonstrate the benefit of transmitting patches in addition to basic views.
Group-based encoding
This proposal should not be read as an attempt to remove group-based encoding from TMIV. In an initial experiment we noticed a conceptual problem when having multiple basic views per group. The current group-based encoder is clearly designed for a single basic view per group. To avoid the issue, we had to disable group-based encoding. 
Screen content coding
Although untested, the proposal should work well in combination with screen content coding tools such as available in HEVC SSC and VVC Main. The reason is that for most sequences there are multiple similar source views packed within one atlas. This effectively enables inter-view prediction.
Recommendations
We recommend integrating the provided view labeler into the test model and enable it for the new MIV anchor and MIV view anchor, based on the observed performance increase.
The MIV anchor is the best-known configuration for TMIV within CTC constraints. We recommend redefining the MIV view anchor as the best-known configuration for TMIV within CTC constraints and restricted to encoding only complete views.
We recommend further study to improve the choice of basic views for TechnicolorPainter, for instance by combining attraction and repulsion, and the study performance of MIV for natural content in general.
Attachments
[A1]	Reporting template: proposal with max. 80% basic views, ‘ff’
[A2]	Reporting template: proposal with max. 80% basic views, ‘rf’
[A3]	Reporting template: proposal with max. 50% basic views, ‘rf’
[A4]	Reporting template: view proposal with max. 100% basic views, ‘rf’
[A5]	Reporting template: view proposal with max. 80% basic views, ‘rf’
[A6]	Modified reporting template: proposal with max. 80% basic views, ‘ff’
[A7] Reporting template: proposal vs. view proposal, both max. 80% basic views, ‘rf’
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THIS IS A MODIFIED TEMPLATE:

1) BD-rate is calculated based on the minimum quality over all source views

1) Mandatory content BD-rate is calculated based on the geometric mean of the bitrate and average minimum quality

Mandatory content - Proposal vs. Low/High-bitrate Anchors
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ClassroomVideo SA -76.2% -20.4% 3.28 -88.3% 12.7% -8.3% 32.0% 0.63

TechnicolorMuseum SB -59.7% -45.9% 15.91 -33.3% -8.1% -65.3% -46.2% 0.63

InterdigitalHijack SC 0.0% 0.0% 12.51 105.1% 222.3% 0.0% 0.0% 0.63

OrangeKitchen SJ -24.3% -17.1% 15.20 -33.2% -13.6% -14.9% -8.8% 0.62

TechnicolorPainter SD 38.2% 48.9% 9.07 40.0% 50.8% 30.9% 43.1% 0.63

IntelFrog SE 1.4% 9.3% 12.54 6.8% 12.2% -13.4% -2.3% 0.62

PoznanFencing SL 37.5% 40.1% 14.14 39.9% 39.5% 10.5% 21.2% 0.52

-11.9% 2.1% 11.81 5.3% 45.1% -8.7% 5.6%

Mandatory content - Proposal vs. Low/High-bitrate Anchors
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